
SMU KDDLabs: 

Interactive Big Data Analytics Platform for Business Intelligence 

Project Background and Motivation 

KDD (“Knowledge Discovery from Data”), also known as “data mining”, refers to the process of 

discovering non-trivial useful knowledge from large databases, data warehouses, the Web, other 

massive information repositories or data streams. It is one of the most important technologies in the 

emerging areas of big data analytics and business intelligence.  

 

Figure 1. Example of a KDD process (Knowledge Discovery from Data) 

Traditional software and solutions for KDD and data mining are neither efficient nor scalable when 

dealing with large-scale datasets in the era of big data. This project aims to build KDDLabs --- a novel 

efficient, scalable, and interactive data analytics platform for business intelligence. The platform will 

be adopted as the teaching platform in KDD labs for SMU Data Mining and Business Analytics 

courses. In addition, it also could be extended for commercialization purposes. Students with 

entrepreneurship in data analytics and BI areas are encouraged to consider this project.  

Project Scopes 

The following are two projects which will be developed independently for different scenarios. 

Students can choose either one according to their interests and strengths (the first project requires 

the team with skills in web UI development, while the second project requires team with basic 

knowledge in cloud computing and distributed systems (not necessarily being an expert).   

 

Project 1: Visual Analytics Engine for Interactive Data Analytics Tasks 

 Provide powerful data visualization and guided analysis through autocharting, and offers a 

family of visualization techniques to present data and results in an insightful way 

 Interactive charts, dashboards and reports, to discover insights from any size and type of data 

 Other visualization functionalities and supporting tools 

Project 2: Data Mining Engine for end-to-end Scalable KDD process 

 Easy-to-use user-friendly KDD process for end-to-end predictive and descriptive data mining. 

 Open-source integration with Spark Machine Learning library 

 Model comparisons, reporting and management, and other supporting tools 

Students are encouraged to approach the sponsor to discuss the detailed scopes.  



System Overview of KDDLabs Projects 

The KDDLabs will be built on top of state-of-the-art technologies and infrastructure, including Apache 

Spark, Spark Machine Learning Library, and others. Through the project, students are able to learn 

the skills of large-scale data analytics through distributed computing approaches.  

 

Figure 2. KDDLabs System Overview 

Key Technologies Used 

 Apache Spark: open source cluster computing framework 

 Spark MLlib: scalable machine learning library with common learning algorithms and utilities 

 Others: Bootstrap JS, Python, etc. 

    

Target End Users 

 Education: SMU students who use data mining tools in their courses and labs  

 Business: Real business users from SMU LARC industry collaboration partners (optional) 

 

Sponsor Contact 

Sponsor Contact: Prof Steven HOI – chhoi@smu.edu.sg 

Prof Steven Hoi is an Associate Professor of SIS, SMU. He is an expert in machine learning and big 

data analytics. He has published over 150 papers in top-tier journals and conferences in the broad 

areas of machine learning, data mining, and data science. He also has rich experiences in 

collaborating with industry partners in data analytics and business intelligence. 

The project may collaborate with many LARC industry BI partners, such as NTUC Link, Zalora, etc.  

Cloud platforms: Amazon AWS, Microsoft Azure  

Resources 

 http://spark.apache.org/ 

 http://spark.apache.org/mllib/ 

 http://stevenhoi.org/ 
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